CS412-512 - MACHİNE LEARNİNG
HW 3 –100+5 (bonus) pts
Due Nov. 10, 2017 @ 10pm
Late accepted for 2 days, w/ -5pts off each day
Goal: Understanding Bayesian classifier with Multivariate Normal distribution. The homework goes step by step in building two normal Bayes classifiers with different assumptions.
You should use R or Matlab for this homework. You can use Prtools for ldc, qdc with Matlab if you wish; however it is not necessary for the rest (find, download and put in Matlab folder). You can refer to sample matlab codes within slides (most of the code you need is there) or see the R starter code at the end of the homework.
Type your answers as much as possible and leave the questions (using spaces below each question) so that grading is easier. Just submit this doc and a separate Matlab/R code (will not be graded unless needed).
1) 20pt – Generate first N=100 training samples and then M=100 test samples from each of the two classes C1 and C2 that are normally distributed with the mean and covariance matrices given below. 
Let’s all have the same random numbers: You should use the command rng(‘default’) so that everyone starts with the same random seed and thus generates the same pseudorandom numbers and each time. Generate train1, train2, test1 and test2 sets, in order (1 means class 1; 2 means class 2).
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Plot the generated samples in two separate color/markers (copy-paste the Matlab plot):
Exploration (nothing to report): Play with the covariance matrices and see the effects on the generated data. 
2) 20pts – Now compute the sample mean and sample covariance matrix for the first class (C1).  Compute in R or Matlab and write your one line answer here.
m1 = 
S1 = 
Exploration: Play with the number N, see that as N increases, the estimates get closer to the true parameters (and)
Important: Normally we are given some data and we assume a distribution and estimate the parameters of the distribution (typically using Maximum Likelihood approach, using the given data). But in this case you will also see how the data is actually generated, so we are doing a step that is normally not done in an ML scenario.
3) 20pts – What is the estimated shared covariance matrix S used in the linear Bayes classifier? You can compute S using R/Matlab and give the results here. You should use equal priors for the two classes.
S = ...
4) 20pts – Give the general discriminant function gC1(x), assuming the linear Bayes classifier. You should be as specific as possible for this problem (i.e. use results developed in a-c))
5) 20pts –How would you classify x=[2 -1] assuming you are given the 100 samples created in a) and the shared covariance matrix found and used in 3) and 4)? Show your work. You may use Matlab for computations AFTER showing the formula for the decision. 

6) Bonus:5pts – Install Prtools and use ldc(), qdc() commands or use R -install MASS and use lda(), qda()- to compare the accuracies of the quadratic and linear Bayes normal classifiers (without and with the assumption of shared covariance matrix respectively) on the generated test sets. You need to assign class labels for your your data. 
I can give you some help, but teaching Prtools is not within our course scope; nonetheless, grads and anyone else can try this ıf they wish.
R Starter Code
library(mvtnorm)

library(MASS)

library(car)

mu1 <- matrix(c(-1,0), nrow = 2, ncol = 1)

mu2 <- matrix(c(2,0), nrow = 2, ncol = 1)

sigma1 <- matrix(...)

sigma2 <- matrix(...)

N = ...
set.seed(1234)

samp1 <- rmvnorm(N, mu1, sigma1)

samp2 <- rmvnorm(N, mu2, sigma2)

plot(samp1[,1], samp1[,2], xlim = c(-10,10), ylim = c(-10,10), pch = 1, col = "blue", xlab = "", ylab = "")

par(new=TRUE)

plot(samp2[,1], samp2[,2], xlim = c(-10,10), ylim = c(-10,10), pch = 2, col = "red", xlab = "", ylab = "")

legend(-9, 7, legend=c("d1", "d2"),col=c("blue", "red"), pch=1:2, cex=0.8)

sampmu1 <- sum(samp1)/N

sampmu2 <- sum(samp2)/N

sampcov1 <- matrix(0,2,2)

sampcov2 <- matrix(0,2,2)

for (i in 1:N) {

  sampcov1 <- sampcov1 + (samp1[i,]-sampmu1) %*% (t(samp1[i,]-sampmu1))

  sampcov2 <- sampcov2 + (samp2[i,]-sampmu2) %*% (t(samp2[i,]-sampmu2))

}

sampcov1 <- sampcov1/N

sampcov2 <- sampcov2/N

dataEllipse(samp1, levels=c(.90,.95,.99))

dataEllipse(samp2, levels=c(.90,.95,.99))

# LDA & QDA

train <- ...
lda.fit <- lda(formula, prior = ..., subset = train)

lda.predict <- predict(lda.fit, test_data)$class

qda.fit <- qda(formula, prior = ..., subset = train)

qda.predict <- predict(qda.fit, test_data)$class
>> HW3 – with 1000 points

sigma1 =

   11.9752    8.9333

    8.9333    8.9076

sigma2 =

    4.0439    4.0558

    4.0558    5.0585

sharedCov =

    8.0096    6.4946

    6.4946    6.9830

Wrong calc: w/ concatenation 
sigma1Calc =

   11.9752    8.9333

    8.9333    8.9076

sigma2Calc =

    4.0439    4.0558

    4.0558    5.0585

S =

   10.5502    6.5977

    6.5977    6.9840

>> HW3 – 100 points
sigma1 =

   16.2141   12.6184

   12.6184   12.0800

sigma2 =

    4.1316    4.2081

    4.2081    5.1719

sharedCov =

   10.1728    8.4132

    8.4132    8.6259

sigma1Calc =

   16.2141   12.6184

   12.6184   12.0800

sigma2Calc =

    4.1316    4.2081

    4.2081    5.1719

S =

   11.5117    8.0772

    8.0772    8.6447
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