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CS 512 Machine Learning 

Midterm

100pt
18 Nov. 2009
Allocated space should be enough for your answer. Give brief explanations and be clear. 
Please write legibly and circle or enclose your final answer.
You may make additional assumptions about unspecified parts of a question, but if you do so, clearly state them.
Show your work to get partial credit.
1) 20pt – Concept Learning

a) 2pt – Assume you are considering an instance space of 6 binary attributes. What is the total size of this instance space X?
b) 3pt - How many different concepts can be defined in total over this instance space (i.e. what is the size of the unrestricted hypothesis space)?
c) 3pt – Given a training set D with 50 different training instances, along with their correct labeling of + or negative for the target class, how many concepts that are consistent with D still remain as possible hypotheses?
d) 3pt – Explain the following sentence using the above example (please give precise, direct and brief answers, no unnecessary info):
“A learner that makes no a priori assumptions regarding the identity of the target concept has no rational basis for classifying any unseen instances”
e) 3pt – What would be the size of the hypothesis space asked in b), if we assumed that the target concept is a conjunction of constraints on attributes allowing a specific value (f1=v1) or  a don’t care (f1=?)
2) 15pt – Entropy, Decision Tree Learning…
In the following remember that:  

log2 0.25 = -2 ; log2 0. 5 = -1 ; log2 0. 75 = -0.4 ; log2 1 = 0 ; you may approximate any other value that you need.

a) 4pt  – Can a decision tree represent a target concept which consists of disconnected regions of the input space? How? You may explain using a simple illustration or clearly give a one-sentence explanation.
Potentially yes (if there are enough test nodes) e.g:
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9. [10pt] Decision trees

What is the information gain (Gain) and remaining information content (Remainder) ,if we Spit the fallowing tree according to

the feature"Patrons”. The full circles represent examales of ane class, wher the emply circles represent the examples from the

other class.
(1002 0.25 =2, fog2 0. 5=-1 ; loga 0. 75=-0.4; foga 1 = 0 you may approximate any otter value that you need)
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b) 4pt – What is the entropy of the outcome of a biased coin toss (Head or Tail events) where the probability of throwing Heads is 3 times more likely than the probability of Tails? 
P(H) = 0.75
P(T) = 0.25

Entropy = - (0.75xlog2 0.75 + ....) (you shd try to solve the rest)

c) 7pt  – What is the remaining entropy in the following tree which is split according to the feature “Patrons” . The full circles represent examples of one class, where the empty circles represent the examples from the other class.
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Same as above, just solve similar to the exact question types in the slides.
3) 10pt – Probability Theory
a) 5pt – Using the following notation and the given probabilities

              S (for symptom)= “Have a high fever”    F (for flu) = “Coming down with Swine Flu”

P(S) = 1/10
P(F) = 1/20

P(S|F) = 9/10
Compute the probability of coming down with Swine Flu (becoming sick) if you have high fever. Please show your work and circle your final answer.
P(Flu given Syptom) = P(Symptom given Flu) P (Flu) /  P(Symptom)
b) 5pt – Assume you are given the following (slightly biased () conditional probability distributions for smartness with respect to gender. Compute the probability of picking/encountering a Smart person from the whole population. Assume equal prior probabilities whenever not specified, if you need them.
P(Smart |Male) = 0.3

P(Smart|Female) = 0.4
4) 16pt – Bayesian Decision Theory
a) 3pt - What decision criteria would you use to classify a given input x (a n-dimensional vector of features a1 ... an) into one of the K classes, Ck  in order to minimize the probability of error?
Choose the class Cj that maximizes P(Cj given x) over all classes Ck
b) 3pt – Suppose H  i iiiiiiis a set of possible hypotheses and D is a set of training data. We would like our learner 

to output the most probable hypothesis h from H, given the data D.   Under what conditions is the Maximum Likelihood(ML) hypothesis is the same as the Maximum A Posteriori (MAP) hypothesis.
When the priors are all equal
c) 10pt - Consider a naive Bayes classifier trained on the dataset given below. How would this classifier classify a mushroom that has Color = W and Odor = 2= (edible or not edible)? Show your calculations on the back of this sheet.
	Shape
	Color
	Odor
	Edible

	T
	B
	1
	Yes

	O
	B
	1
	Yes

	O
	W
	2
	Yes

	O
	W
	2
	Yes

	T
	B
	2
	No

	O
	B
	2
	No

	O
	B
	2
	No

	T
	B
	3
	No

	T
	B
	3
	No

	T
	W
	3
	No


Circle final estimate: Edible / Not Edible
Similar to slide questions, just learn and solve… 
5) 25pt – Normal Distribution, Parameter Estimation…
Reminder:
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a) 3pt – Is this a valid covariance matrix? 
Hint: the answer is simple and does not require eigenvalues or positive semi-definiteness.
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b) 3pt - Illustrate the most general 2D-normal distribution where the variables are uncorrelated, using equal density ellipses.

c) 4pt - Assume you know that the height of the Chinese women is normally distributed with a mean of 150cm. If you are given 100 samples (x1…x100) of height measurements, show the formula for computing the maximum likelihood estimate of the variance (2) of this distribution. 

You must use correct notations (subscripts, indices etc) for full credit.

d) 5pt - Given the above formulas as a reminder for univariate and multivariate normal distributions, derive the formula for Maximum Likelihood estimate for the mean of single dimensional normal distribution. 

You must  put an explanation at each line of your derivation to explain your solution.You may assume that you know the variance.
e) 10pt – Starting from the discriminant function gi(x) = ln P(Ci|x) in the general case, show the simplified form of the discriminant gi(x)  that correspond to the Naive Bayes assumption and using Normal distribution for class conditional densities. You must derive and explain your derivation line by line.
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